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A bstract

Because of changes in computer technology and terminology, it is often difficult for present-
day observers to judge the significance of early digital computer projects. In this paper we
tollow some architectural themes of interest, as they evolved in the design of three innovative
Manchester University computers: the Mark I, Atlas and MUS. Themes such as operand
address-generation, instruction formats and memory-management are traced during the period
1948-75. These themes are illustrated by a set of normalised diagrams which may act as an aid
to further study of original references.
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1 Introduction

The purpose of this review is to explain in modemn terminology the structure of the principal
digital computer designs to emerge from Manchester University in the period 1948-75. There
are three aims in this analysis:

(a)  toexamine the contemporary reasons for the introduction of various features which now
appear curious or novel;

(b) to compare these features with contemporary developments in other centres of
innovation;

(¢) to assess the longer-term impact, where it exists, of early Manchester ideas whose
influence might be detected on computer architectures of the 1980s and 90s.

The computer design group at the University of Manchester was responsible for five prototype
machines during the period under review [1]. The names of these prototypes and their UK
industrial derivatives are summarised in Table 1.



University date of first Industrial date first delivered

prototype operation derivative to a customer

Mark I 1948* Ferranti Mk I 1951

Meg 1954 Ferranti Mercury 1957

Experimental 1953 Metropolitan 1956
transistor machine Vickers MV 950

Muse (later Atlas) 1962* Ferranti Atlas 1963*

MUS 1975*% ICL 2980* 1975

Table 1: summary of five Manchester computer projects. Asterisks denote qualifying
comments in the text.

In this paper we concentrate on the first, fourth and fifth projects in Table 1 because these are
the most interesting architecturally. For completeness, however, the other two machines are
briefly described in Appendix A.

Before analysing the architectures of the three computers of principal interest, it is perhaps
appropriate to hint at the motivations, personalities, resources, and working environment that
characterised the computer design group at Manchester University during the period under
discussion. The full story will be found in [1], but we may give a quick sketch that is sufficient

to suggest where priorities lay.

From 1947 to about 1952 the Manchester group consisted of two or three key faculty (or
equivalent), supported by an equal number of Ph.D. students. They worked with war-surplus
components and an enthusiasm for electronic innovation which was inspired by Professor F.C.
Williams’ notable successes in war- time radar lechnology a few years' earlier. (See also the
article by Mary Croarken in this issue of the Annals). From about 1952 to 1959 there were
about four key people, who had by then developed links with the nearby Manchester electrical
engineering company Ferranti; these links provided technical support in the form of
components and facilities. During this period, systems software and high- level language
considerations were beginning to exert an influence. From 1959 to 1968 the group of about
eight key University people was supplemented by an equal number of Ferranti hardware and
software design engineers who brought access to relatively lavish industrial resources
compared with the resources available to other UK Universities. There were consequential
pressures to maintain a reliable and responsive computing service to an ever-growing
community of internal and external users. Another set of pressures on academic staff was
introduced in 1964 when the computer group, which had up to then been part of the
University's Department of Electrical Engineering, split off to form the UK's first Department
of Computer Science. The first undergraduates arrived in October 1965.

Finally, the period 1968 to 1975 saw a gradual expansion of key academics from about eight
to 16 by 1971, in which year the MUS design team also included about 25 Ph.D. students and
19 engineers on secondment from ICL (the company who had taken over Ferranti's mainframe
computer interests). In 1968 the computer design group obtained its first major research grant
from public funds (an award of £630,446 from the UK's Science Research Council).
Coincidentally, there was a divergence from 1974 onwards in the computer design visions of



the University and ICL. (The ICL viewpoint is ably recounted in [2]). 1975 also saw the effective
end of the team leadership of Professor Tom Kilburn, who had arrived in Manchester in December
1946. Tom Kilburn's personal attributes of non-derivative thought, few words and much focussed
hard work had characterised the computer design team's efforts for 25 years.

In Section 2 we establish the technology framework within which the main themes of the paper
can be presented. Amongst the architectural themes which are then discussed in Section 3 are:
operand address-generation, number and use of central registers, instruction formats, context-
switching, and memory management. In Section 4 we examine what, if anything, has carried over
from 1970s to influence the design of present-day computers.

2 Technology overview

The overall characteristics of the three computers under review are summarised using modern
terminology in Table 2. Although the Atlas and MUS were rated amongst the fastest in the world
at the time, the performances are today seen as quite modest. Indeed, the small amount of
available RAM for each computer today seems scarcely credible. The Mark I described in Table 2
is the April 1949 machine rather than its June 1948 predecessor which was even smaller: the so-
called 'baby machine' that first ran a program on Monday 21st June 1948 had just 32 words of 32
bits each for its main memory, no index registers, manual Input/Output, and a simple seven-
function instruction set. The 1949 version of the Mark I given in Table 2 had two B-lines (general-
purpose index registers), 128 words of primary memory, and 1024 words of drum backing
memory. The production Mark I which was first delivered in February 1951 extended the capacity
to eight B-lines, 256 words of primary memory, and 3.75K words of drum storage. The Atlas
described in Table 2 is the first production version as inaugurated at Manchester in December
1962; subsequent production Atlases had more RAM. The MUS is the one-off machine as it
existed at Manchester in 1975. Note that, especially in the case of MUS, it is somewhat misleading
to give a single value for some of the parameters in the Table. For example, as is shown later, MUS
instructions could be 16, 32, 48 or 80 bits long.

Mark I Atlas MUS
Peak MIP rate (fixed-point add): 0.0006 0.6 20
Peak FLOP rate (hardware fipt add): - 0.6 4
Principal computational word length, bits: 40 48 64
Principal instruction length, bits: 20 48 16
Instruction format for most instructions: l-addr 1-addr l-addr
Primary memory (RAM) size on prototype, Mbytes: 0.00064 0.096 0.128
Range of directly-addressable locations, Mbytes: 1 6 4096
Virtual memory (hardware addr. translation): no yes yes
Number of general-purpose registers - (see text): 2 128 1

Table 2: overall characteristics of three Manchester University computer designs, expressed in
modern terminology. (Note: the production Mark I had eight general-purpose registers).

Each machine in Table 2 occupied a floor-area equivalent to a large room, putting it in the modern
category of ‘large mainframe'. The photographs of Figures 1 to 3 show the scale. The technology
of each machine is now only of specialised interest, but highlights are given in Appendix B for
completeness. As always, however, there is no substitute for reading the original papers.
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References [3] to [17] give a selection of technical papers for the Mark I, Atlas. and MUS. A
modern explanation of the Mark I and Atlas instruction sets will be found in [18]. Atlas is
discussed in Bell & Newell [19], along with a reprint of [8]; Bell & Newell introduce Atlas as:
one of the most important machines described in this book' and comment that 'Atlas was
about the earliest computer to be designed with a software operating system and the idea of
user machine in mind'. The MUS hardware and software are covered in considerable depth in
the book by Morris and Ibbett [20]. A readily-accessible summary will be found in [21]. The
architecture of the ICL 2900 series is described by Buckle [21]: whilst there are some
fundamental differences, the architecture of the 2900 series owes much to and has a great deal
in common with MUS [1].

We now discuss five architectural themes of interest, using modern terminology where
possible. The accompanying diagrams have been ‘normalised’ to highlight the development of
concepts over the 30-year review period.

3 Architectural themes
3.1 Separate registers and ALU dedicated to address-generation.

The Manchester Mark I used random-access electrostatic storage both for primary memory
and for most CPU registers. (The cost per bit was in general cheaper than flip-flop registers).
From an engineering view, the natural sub-unit or 'building block' for the Mark I consisted of a
Williams Tube (storing say 32 words) and a serial adder. Variations on this basic sub-unit were
used for four purposes within the Mark I's CPU (see Figure 4):

the main accumulator and ALU:

a fast multiplier unit;

the collection of index registers (so-called B lines);

the Program Counter and Instruction Register (so-called Control).

This physical separation of computational activity and organisational activity, initially on
technological grounds, probably influenced later thinking when it came to providing facilities
in Atlas and MUS for the generation of operand addresses.

In Atlas, programmers could make use of up to 90 of the 128 general- purpose 24-bit registers
(B lines) for addressing purposes. It was envisaged that a program might wish to keep the
base-addresses and offsets (and bounds) of several data-structures and working areas in a
number of registers. The one-address instruction format allowed for double modification: that
1S to say, the final operand address was the sum of the address-bits in the instruction and the
contents of any rwo of the 90 general-purpose registers; (BO always contained zero). The
address arithmetic was carried out in a special fixed-point B-arithmetic unit, whose operation
could be overlapped in time with the main 48-bit computational ALU. The physical
arrangement 18 shown diagrammatically in Figure 5. The Atlas B-arithmetic unit could, of
course, also be used in its own right for 24-bit fixed-point computation via a set of B-
arithmetic instructions.

MUS also had a separate B-arithmetic unit, used both for address- generation purposes and






